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Abstract

Cryptographic protocols are notoriously hard to design and analyse,
giving meaning to analysers such as Tamarin or ProVerif conducting
automatic verification in a symbolic model of cryptography. While
those tools handle many real-world protocols, they lack support
when security relies on quantitative constraints. Examples include
time-sensitive protocols, that are crucial for achieving fairness in
the presence of a dishonest majority, e.g., to realise fair exchanges.
We present a technique for verifying cryptographic protocols in-
volving critical quantitative features such as timeouts or timelocks.
It builds upon existing qualitative analysers as black boxes, to verify
a quantitative model through Counter-Example-Guided Abstrac-
tion Refinement (CEGAR). It first generates a sound approximated
model for the symbolic analyser, checks the potential attack trace
it produces, and refines the approximated model based on false
alarms. We demonstrate the feasibility of this approach through a
fully automated tool using the Tamarin prover as a backend.
Using our tool, we analyse multiple protocols achieving fairness
through timed cryptography, e.g., coin flipping or fair signing. Fur-
ther, we study atomic swap protocols, which enable the exchange
of cryptocurrencies among mutually distrusting users. Even though
these protocols have been extensively studied in the literature and
deployed, our tool identified multiple subtle attack vectors that
undermine their security and enable attackers to steal funds.
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1 Introduction

Multi-party protocols are distributed programs executed by mu-
tually untrusted parties, with the underlying goal of achieving a
common task, e.g., jointly draw a random string, execute an auction
or exchange digital assets across different blockchains. In practice,
some parties may have an incentive to deviate from the protocol’s
specification, or simply abort the computation if the potential out-
put is not of their convenience. To exemplify the issue, consider the
scenario where two mutually distrusting parties (A and B) want to
agree on a common random string. The straw-man solution is to
have A sample a random string x locally and send a commitment
of x to B. Next, B samples a random string y and sends it to A, who
in turn, reveals the previously committed message and the jointly
computed string is set to z = x @ y. Intuitively, y cannot depend on
x (since x is hidden by the commitment), and x cannot be changed
after y is sent (since x is previously committed).

This intuitive analysis misses the crucial point that A learns the
output of the protocol before B, giving A the upper hand on stalling
the protocol if the output is not favourable (e.g., z is even and A
prefers odd strings as part of an application-dependent bet with
B). In fact, the protocol does not achieve fairness, a cryptographic
notion that guarantees that either all parties obtain the output of the
protocol, or none of them does. Compellingly, it is provably known
to be impossible to achieve fairness in the presence of a dishonest
majority in classic models of asynchronous communication [20],
and thus, the design of fair protocols is a notoriously hard task.

Fairness Via Time Delays. Interestingly, a recent work [13] has
established that delay functions, a class of functions that are assumed
not to be computable in less than a chosen amount of time, are
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necessary to circumvent the impossibility result of [20] and achieve
fairness in the presence of a dishonest majority. Going back to our
problem of string sampling, building upon a delay function f, we
can construct a fair string sampling protocol as follows: A and B
broadcast their random strings x and y within a strict time window,
and the output is set to f(h(x || y)) where h is a hash function.
Neither A nor B can bias the output of the protocol since the input
of f is computed as a hash value and both parties learn the output
of the protocol after the delay imposed by f.

Many of these so-called timed cryptographic primitives have been
proposed in the literature. In the spirit of delay functions, they are
assumed not to be computable in less than a chosen amount of
time [38]. These primitives have been used to provide fairness in
the dishonest majority setting for a variety of applications such
as sealed-bid auctions [12], fair contract signing [12], randomness
beacon [11], or blockchain-based atomic swaps [40].

Symbolic Analysis of Timed Delay Protocols. To alleviate the bur-
den of auditing complex protocols, common solutions employ for-
mal methods to specify the protocol’s behaviour rigorously and
explore all possible scenarios. One successful research direction
is symbolic models, in the vein of the seminal work of Dolev and
Yao [24]. This refers to a range of techniques modelling a powerful
adversary having complete read-write control over communica-
tions, but where cryptography is idealised. This leads to protocols
being modelled by means of logics or similar calculi, facilitating
the automation of their analysis. Recent achievements of state-of-
the-art tools include, for example, the analyses of [7, 9, 23, 30].

However, the abstract nature of symbolic models makes them
factor away, by design, low-level technicalities. While this still re-
sults in realistic models in most cases, this also hinders precision
when such low-level parameters are at the core of the protocol’s
security. In particular, the aforementioned notions of fairness, en-
forced through carefully engineered arithmetic over quantitative
measurements, have notoriously scarce support in the literature.
Despite a few attempts to study this problem [5, 37], they were
theory-focused and did not lead to fully fledged automated tools.

Contributions

Analysis for Quantitative Protocols. We describe a generic pipeline
extending any (black-box access to a) regular symbolic tool, to sup-
port quantitative notions. Our methodology is implemented at:

https://gitlab.com/irakoton/tidy-automation

(1) We first formalise the quantitative protocol in a language
close to the Sapic tool [18], a powerful language front-end
to most modern symbolic analysers.

(2) The quantitative protocol is first abstracted as a regular one,
by erasing quantitative notions from its model. This abstrac-
tion is sound for the analysis of safety properties, in that it
over-approximates the set of the protocol’s executions.

(3) The verification is discharged to a back-end symbolic anal-
yser, here Tamarin [6]. Successful proofs carry over quanti-
tatively by soundness. Security violations follow a CEGAR
approach (Counter-Example-Guided Abstraction Refinement),
by verifying the validity of the attack against the erased
quantitative constraints, using an SMT solver, and excluding
invalid attacks from subsequent iterations.
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Due to its straightforward flow, this approach should be seen as
a way to flag potential quantitative attack vectors, to then automat-
ically sort out genuine attacks from innocuous behaviours. We also
highlight that, despite our inspiration from partial, non automated
ideas mentioned in early time-based symbolic models [5], the for-
malisation of our approach and its automation (i.e., everything after
Section 3 in our paper) constitute novel contributions.

Case Studies. We analysed multiple protocols achieving fairness
built on time delays. First, we considered protocols relying on timed
cryptography, including a standard string sampling protocol based
on time commitments, randomness beacon protocols and sealed-bid
auctions. Our tool provided, for the first time, a fully automated
analysis of such quantitative variants of fairness properties. Second,
we analyse the more complex case of atomic swaps, used in practice
to enable the exchange of assets among mutually distrusting users,
across different cryptocurrencies. We modelled a version of the
protocol from the description of [40], and our tool unveiled two
attack vectors during the setup phase that undermine the fairness
of the protocol, enabling attackers to steal funds. Further manual
inspection concluded that specific checks in the setup phase may be
security critical in some contexts, contrasting with the sometimes
imprecise description of this phase in the literature [19, 32, 40],
which leaves relevant checks underspecified. As our young proto-
type is not mature enough yet to handle industrial-scale verifica-
tions, we bring to attention that these attack vectors have already
been found on a model that is significantly less intricate than swaps
in practice (no parallel sessions nor cross-chain interactions). These
early findings recall the need for a particular attention to details in
the security and implementation of this class of protocols.

2 Motivating Example: Delay-Based Sampling

We outline how we handle a protocol, as in the introduction, of
two mutually distrustful parties A and B attempting to sample a
common string by relying on Verifiable Delay Functions (VDF) [11].
VDF are, in short, deterministic functions whose outcome requires a
significant, non-parallelisable time A to compute, but whose result
can be verified easily (i.e., without re-computing the function itself).

2.1 Symbolic Modelling

In our framework derived from the applied pi calculus [1], crypto-
graphic primitives are commonly modelled by function symbols:

vdf/1 verify/2 ok/0 h/1.

The vdf/1 symbol indicates an operation of arity 1; in our context,
vdf(x) represents the output of the delay function on input x. On
the contrary, verify (v, x) models the verification of said VDF, which
is characterised by the following algebraic equation:

verify (vdf(x), x) = ok.

This equation states that verifying a VDF against its input yields a
successful result, while the absence of other equations implicitly
expresses that all other cases fail. Pushing this idea further, having
a symbol h/1 characterised by no equation at all models that h is
treated as a form of random oracle. Concatenation of bitstrings is
also standardly modelled by pairs (x, y) and projections proj;(p),
i € {0,1}, with the two equations proj;({xo, x1)) = x;. So far, these
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symbols bear no form of execution time. Putting that aside for now,
the role of A in the protocol can then be described by the process:

A 2 Start :: new ra ::out(ra) ;in(rp);
Challenge (vdf (h({ra, rs))))

In the first line, A generates a nonce r4 and outputs it, then waits for
an input rg from B. Note in particular the difference between “;” (the
standard sequential composition of instructions) and “::” modelling
atomic composition of two instructions, i.e., two instructions per-
formed as one block, at the same timestamp [37]. The events Start
and Challenge (v) are meta instructions (events) used to formalise
security properties. They identify, here, the moment A reveals their
contribution, and the moment B is challenged to guess the value
of v. The fact that this challenge must happen in a A window can
typically be expressed by the (quantitative) formula ¢p:

on = Vou,i,j.Start@i A Challenge(v)@j = j <i+A.

This simply reads as “the challenge, if any, must occur at most A
units of time after the Start event”. Under this assumption, the unpre-
dictability of the result would therefore be stated as follows: “for any
behaviour of B, B does not learn the value of v before Challenge (v)
occurs”. In our formalism, this is ¢ = (po = V), where:

Y = Vu,i,j. Challenge(v)@i A K(v)@j = j > i

Note in particular that K(v)@, (often read as “Attacker”) means
that a Dolev-Yao adversary, namely an entity controlling the inputs
and outputs received by, and sent from, A, constructs the value of
at time j. Here the adversary therefore models the party B itself.

The last pending modelling point is to constrain the adversary
B not to compute vdf(x) in time less than A. We do so by declaring
the vdf symbol as private (literally: the adversary cannot compute
it), while giving access to a time-constrained oracle. The said oracle
is modelled by the following process:

O =in(x) :: @t ; out(vdf(x)) :: @t; = whent; > tp + A

This process receives an input x chosen by B at time #;, and reveals
vdf(x) at a later time t; > t; + A, as captured by this “when” syntax
holding arithmetic statements. This process may all in all be used
by B to compute one VDF in time A. Our formalisation of unpre-
dictability is then that ¢ holds for any potential execution of the
process P = A | 1 O (“process A put in parallel to arbitrarily many
parallel copies of O”), within an implicit adversarial environment.

2.2 Verification

Our approach is to front-end symbolic tools to discharge them from
any quantitative considerations, using a refinement-based approach
ad la CEGAR. The pipeline is layered as follows.

Abstraction. Given a concrete verification instance v, (here: the
process P and the formula ¢), an abstraction o maps v, to an abstract
instance v, fitting the scope of a regular symbolic analyser. In the
example above, a performs the following transformations.

(1) All blocks of atomic instructions f§ = instry :: ... :: instr, in
P, at position p, turn into in(numeric(t,)) :: B State,, (X),
where t, is a fresh variable representing the current time,
numeric/1 is a symbol indicating a placeholder for numeric
values, and State, (¥) is an event indicating the position p in
the protocol’s code and the variables X in scope (¢, included).
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Finally, § is obtained by removing any timestamping in-
struction @s from f (and substituting s by numeric(t,) in
the continuation), as well as replacing each event Ev(3) by a
variant Ev, (4, numeric(t,)) carrying the abstract timestamp.

(2) The occurrence of when c in process O is replaced by a plain
event SMT(¢) with ¢ an uninterpreted representation of c.

(3) The arithmetic subformula j < i + A of ¢ is treated as the
tautology T, making ¢a effectively vacuous. Doing so over-
approximates the formula, i.e., more attacks will be found,
making the approximation sound.

In our example, we get the abstract process in Figure 1. The
process P = A | ! O has seven block positions, named for legibility:
¢ (the root), s, i, ¢ (the three blocks of A), ! (the replication) and o1, 0,
(the two blocks of O). Quantitative features have thus been removed:
timestamps @¢; are substituted by adversarial inputs numeric(t,,),
the delay A has become an uninterpreted public name A, and the
guard “when” has become the event SMT(+), always executable. On
the formula side, the abstraction is ¢, = (¢} = ¥/») with

(pZ =Vo,i,1,j,J.
Start, (numeric(7))@i A Challenge, (v, numeric(j))@;
= numeric(j) < numeric(i) + A

Yo =V0,1,1, j.
Challenge, (v, numeric(7)) @i A K(v)@j = j > i.

Each quantified timepoint i is duplicated into a plaintext copy 7,
which the events of a(P) now carry as an extra argument: this
is how a formula gets a handle on an erased numeric value, as
timepoints @i and messages have different statuses in standard tools
like Tamarin. The inequality of ¢} is the one the back-end cannot
interpret, so although it is kept for attack-verification purposes, it
will be overwritten as T when sent to the back-end. In contrast, the
Jj > i of i, is a plain temporal ordering, supported natively.

Oracle. The verification is then discharged to the oracle O, rep-
resenting the back-end analyser. Our only assumption is that, upon
successful verification, the oracle returns either a sound security
proof, or an explicit (abstract) counterexample execution of P.

In the unpredictability example, the oracle unsurprisingly finds
a straightforward attack. Since all time constraints (the “when”
check and the hypothesis ¢a) have been filtered out, the following
sequence of actions T, of a(P) violates ¢ in the abstract model. We
assume fresh public names rg, t,, for each position p, and write
m = h({ra,rg)).

(¢) The run starts, triggering State, (¢,). Recall that, in this qual-

itative model, ¢, is simply an uninterpreted name.

(s) A executes the Start block, outputting ry4, yielding events
Start, (numeric(t;)) and Stateg (t,, ts,74).

(!) Triggers State, (%, t), and spawns a copy of O.

(01) B sends, to that copy of O, the input x = m, built using the
previous output of r4.

(02) The copy of O reveals v = vdf(m), without delay, since the
guard has become the non-blocking, and thus vacuous, event
SMT(¢) with ¢ = numeric(t,,) > numeric(t,,) + A.

(k) B grabs the value v, which the trace records as the event K(v).
Unlike the other steps, this one is an action of the adversary
rather than a block of «(P), and carries no State event.

(i) B sends rp to A, triggering State;(t,, ts, ra, ti, 'B).
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a(P) = in(numeric(t,)) :: State,(t.) :: (As | Oa)

Itsaka Rakotonirina, Javier Gomez-Martinez, Aoxuan Li, Pedro Moreno-Sanchez, & Clara Schneidewind

A, = in(numeric(ts)) :: Start, (numeric(ts)) :: new ra :: out(ra) :: State, (¢, t5, ra);

in(numeric(t;)) 2 in(rp) :: State; (¢, ts, ra, ti, 'B);

in(numeric(t.)) :: Challenge, (vdf(h({ra, rg))), numeric(t.)) :: State.(t, t;, ra, ti, 7, tc)

O, = in(numeric(t)) =: Statey (t;, #1) = ! (in(numeric(t,,)) == in(x) = Stateo, (e, t, toy, X);
in(numeric(t,,)) :: out(vdf(x)) :: SMT(numeric(t,,) > numeric(to,) + NE State,, (z, t, to,, X, toy))

Figure 1: Process abstraction a(P) of P=A | !0

EXC](Ta) = vyA, YB> Ze5 Zs, Zis Z¢s 215 Zo15 203> Jes Jss Jis Jes Jis j01> joz .

State,(z.)@j. A States(z,, zs, Ya)@Js A State; (2., zs, Y, zi, YB) @jii
A State.(z, zs, Ya, Zi, YB, 2c)@J. A State|(z,, z1) @i
A Stateo, (2, 21, 2o, h({Ya, YB))) @jo, A State,, (z¢, 21, Zo,, h({Ya, YB)): Zo,) @Jo,

:js>jsvjs>jivji>jcvj£>j!vj!>j01Vjo] >jozvjs>jol

Figure 2: The restriction Excl(T,) excluding the spurious attack T, from the next iterations

(c) A triggers the two events Challenge, (v, numeric(t.)), and
State (¢, ts, ra, t;, s, tc). This violates the abstraction of ¢:
the only instance of i/, pairs this Challenge, event with the
K(v) event of Step (k), which occurred earlier.

Concretisation. If the oracle result is negative as above, the attack
candidate T, may or may not be a violation of the concrete instance
.. Checking this is the role of the concretisation y. It will compute
an SMT query T’ corresponding to the validity of the attack. This is
done over one unknown 7, € R} per placeholder t,, standing for
the real time at which the block p was executed.

(1) First, Ii,,q are the ordering constraints of T,, namely, the con-
straints 7, < 7, expressing that two steps p, g must occur
one after another. This can be either due to their positions
in the process, or a data dependency (the adversary using a
message previously revealed). Both kinds of edges are col-
lected in a dependency graph G(T,), here, using the labels
from the attack description:

E—os—>i—oc e—>! >0 >0k s — o0
Hence: T q(Th) =7, < s AT < T AT < Te
AT <TIAT < To ATy < T,

ANToy < Tp NTs < Tp, -

(2) Second, Typen is the conjunction of all ¢ such that SMT(¢)
appears in T,. Here the single such event, of Step (02), is read
back as an actual arithmetic statement, giving:

Twhen(Ta) = Top, 2 To; T A.

(3) Third, convert ¢, into a boolean formula Iy, as well, by in-
terpreting V quantifiers as conjunctions and 3 as disjunctions
over the events actually occurring in T, and by replacing ev-
ery placeholder numeric(t,) by its unknown 7, introduced
earlier. The hypothesis ¢} has exactly one instance in T,
pairing the Start event of Step (s) with the Challenge event
of Step (c), and thus contributes 7, < 75 + A. The conclusion
/s, on the other hand, requires the adversary to derive v

strictly after the challenge, which contributes 73 > 7. Alto-
gether:

Trorm (Ta, 9a) = (Tc <Ts+ A) = (Tk > Tc) .
The attack is genuine if ¢ is violated, so the query aggregates as:
I' = Tord A Twhen A =Tform -

It is unsatisfiable (i.e., the attack is spurious), with the following
UNSAT core:

75 < To, To, + A< 1, To, < Tk

T, < T T <Ts+A

the last two conjuncts coming from —Ito,. Indeed, chaining them
gives 7, < T, < To, — A < 7 — A < 7, — A < 75, a contradiction.
Rephrasing, the adversary would have to obtain the value of the
delay function strictly less than A units of time after choosing its
input, which is precisely what the process O forbids.

Refinement. Upon invalidating the attack T, like above, the ab-
stract instance v, must be refined to avoid stumbling on 7, again
in subsequent iterations. This is the role of the refinement o, which
constructs a formula Excl(T,) characterising exactly the execution
flow of T,, using the events State, added during the abstraction,
and the ordering constraints I',,4 computed previously.

Concretely, all names that T, generated at run time (the fresh
names r4, g, time placeholders t,...) are turned into universally
quantified variables (resp. ya,yp and z,), so that the refinement
excludes not only T, but every variant of it obtained by alpha
renaming of fresh names. The premise then replays the State events
of T, in that renamed form, and the conclusion states that at least
one of the orderings of G(T,) must be broken, as given in Figure 2.
The analysis then starts over from the oracle call O, but proving
Excl(T,) = ¢ instead of ¢; in practice this is passed to Tamarin
as a restriction. On this example the loop stops there: the second
call to the oracle returns a proof, and unpredictability is therefore
established for P. We include the automated analysis of this example
in our case studies, see Section 5, Figure 6.
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3 Model

We now formally introduce our symbolic model, a stateful variant
of the applied 7-calculus. The model is mostly inspired by [37].

3.1 Cryptographic Primitives and Messages

In symbolic models, cryptographic messages are usually modelled
by so-called terms. They first involve atomic values:

A=N®X with N = Ny ® Ny -

The set N of names contains public names (Nyp), which capture for
example identities or public constants. Private names (Npyi,) model
data unknown to the adversary such as long-term cryptographic
keys. The set X then contains variables, in the usual sense. In the
quantitative setting, we consider a minimal, implicit type system,
in the sense that some objects represent numeric values, and others,
plain cryptographic material. In practice, we assume R C Npyp
and let XN c X: that is, real numbers are treated as valid public
values, and we consider a distinguished set X N of numeric variables.
We add the usual standard assumptions that there are infinitely
many names and variables of both types. We write vars(u) the set
of variables appearing in an arbitrary object u. Next, we define
signatures, which refer to finite sets

F = {f/n’ g/m: h/p’} = ﬁlubwﬂn’v

modelling cryptographic primitives, like vdf/1 and verify/2 in Sec-
tion 2. We recall the distinction of vdf being private (vdf € Fpi)
expresses a constraint that the adversary is not able a priori to
compute the output of vdf. Put together, we get:

Definition 3.1 (Term). A term is an atomic value, or a function
symbol or arithmetic operator (+, X, —, ...), applied to other terms
while respecting arities. We write 7°(S) the set of terms built from
S C AU F UO, for a given set of arithmetic operators O. We call
atermu € 7 (S): ground if SN X = @; public if S N Npyi, = @ and
SN Fpriv = @; numericif S C R uXxNuo.

Finally, standard substitutions o are defined as usual:

o={x1 > uy,....,xp > uy}
is a mapping where dom(o) = {xi,...,x,} are pairwise distinct
variables (domain of ), and uy, ..., u, are terms. We say that o is

then well-typed if, for all i such that x; € XN, u; is a numeric term.
The application of o to a term ¢, written ¢o, is the result of replacing
all occurrences of x; in t by u; = x;0. Also, more specifically, we say

that a term C is a context if, writing vars(C) = {x1,...,x,}, each x;
appears exactly once in C. In this case, we write:
Clug, ..., un] instead of  C{x; > uy,...,xp > u,}.

We always implicitly require that the context application is well-
typed, that is, that {x; — us,...,x, > u,} is well-typed.

Terms have an operational behaviour that is classically modelled
by an equational theory E. This typically represents properties such
as the verification of VDFs in Section 2. Generically speaking:

Definition 3.2 (Equational theory). An equational theory E is a
set of pairs of terms without arithmetic operators. It induces a
relation =g on terms, called equality modulo E, that is the smallest
equivalence relation containing E and such that u =g v implies that
for all contexts C and well-typed substitutions o, C[uc] =g C[va].
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We then simply call a term algebra a pair
A=(F.E)

with E an equational theory for terms over the signature 7. Unlike
in most papers in the field, we do not assume an implicit, fixed term
algebra throughout our technical contributions. The term algebra
will indeed not always be clear from context, and we will therefore
parametrise all associated notions by it.

3.2 Protocols in an Adversarial Environment

Syntax. We model protocols as processes of a quantitative and
stateful variant of the applied x-calculus [1, 37].

Definition 3.3 (Process). Processes P are defined by the following

grammar, where x,k € X, t € XN, and u, uy, .. .,u, are terms:
Pu= 0 s P|P P
Su= I:S either Sor S skip; P
I:= in(u) pushu Ev(uy, ..., uy)
out(u) pullu @t

new k  unfound u when ¢

We comment the syntax below. Processes consist of instructions
(token I of the grammar), that are composed through structural
operators (tokens P and S). This includes P | Q which executes P
and Q concurrently, ! P which executes arbitrarily many copies of
P in parallel, and either P or Q which executes only one of two
processes. The latter is called (external) non-deterministic choice in
the literature [4]. Although it is usually written P + Q, we preferred
a keyword-based syntax for readability.

Instructions are composed by either a symbol “;” (preceded by a
skip), which refers to the usual sequential composition, or by an
atomic composition “::” [37]. Intuitively, in an atomic sequence of
instructions such as:

iy g i skip ;is iig o5 i skip 5 0

the first instructions i; and i, are executed simultaneously, followed
by the block i3-i5 after an arbitrary (non-null) amount of time has
passed. For concision, we will usually write such a sequence:

iy iig iz ig iy,

Regarding the instructions themselves, new k generates a fresh
name, i.e., a value unknown to the adversary. Events are used to
refer to specific parts of a protocol execution when formalising
security properties, recall Start and Challenge from Section 2. We
also recall timestamps @, often atomically composed to a when ¢
to measure time and impose arithmetic conditions on it.

Processes also refer to a global state, i.e., a multiset 6 of terms
shared by all parallel processes. Terms can be added to 6 using
push u, and pulled (with pattern matching) using pull u. In short,
pull u checks whether there exists a substitution ¢ such that uc € 0,
and removes one such occurrence of uo from 0; it blocks when no
such substitution exists. Dually, unfound u can be executed if, and
only if, there is no such substitution, and blocks otherwise.

Finally, inputs and outputs handle communications in an adver-
sarial environment. An output out(u) reveals u to the adversary,
while an input in(u) receives an arbitrary term x from them, com-
puted from previous outputs, and matched against the pattern u.
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Atomic semantics (over single processes):
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(out(v) = S, ®,K, 6,1) > 5 (S, 2 U {0}, K, 0, 1) (Our)
(in(u) =S, &, KU {0}, 0,t) > 4 (So, D, K, 0, 1) for some substitution o such that uc =g v (IN)
(new k ::S,0,K, 0,1) = o (S{k = k'}, &, K, 0,t)  ifk’ € Ny fresh (NeEw)
(Ev(@) = S, 0,K, 6, 1) s . (5,9, K, 6, 1) (EVENT)
(pushu =S, ®,K,0,t)— 4 (S, 0, K, 0 U {u}, ) (PusH)
(pullu::S,®,K,0U {v},t)—> . (So,0,K, 6,1) for some substitution o such that uc =g v (PuLy)
(unfound u :: S, ®,K, 6,t) — 5 (S, D, K, 0, 1) if for all substitutions o, all v € 6, uo #g v (UNFOUND)
(@t 2 S, @,K, 0,1) >, (S{ty — t},D,K, 0,1) (Stamp)
(whenc:: S, 9,K, 0,t)— 4 (S,9,K, 0, 1) if ¢ is interpretable modulo A as a true arithmetic statement (WHEN)
(either Sy or S1, ®,K, 0, 1) — 4 (S;, @,K, 0, 1) ifi e {0,1} (CHOICE)
Sequential semantics:

({P 1 O} @,K, 0,1) > seq ({P, O} . K, 6,1) (PAR)
({!P}:(RK: 0, t)_)seq (H!P,P},@,K,@, t) (REPL)
({skip ; P}, ®,K, 0, 1) = seq ({P}, ®,K, 0, 1) (Ski1p)
({P},9,K, 6,1) f’—waseq (P, ®”,K"”,0",1) if (P,0,K, 0,t) 5, (P, @, K.,0,1) (AToMmIC-STEP)

and ({P'}}, @K', 0, 1) > oo (P, ", K", 0", 1)

Operational semantics:

{PIUQO.K 0.1) 5 (PUQE K, 0.t +8) if5>0and ((P).0.K 0.1 +8) oo (P.0,K.0,1+5) (LiFT)
(P,0,K, 0,t)> (P, 02U {&0},K 0,1+ 5) if § > 0, & public term, £o ground, and img(o) C @ (DEDUCE)
(P.0,K 0,t) ~ (P&, KU {u},0,t + ) i£5> 0andu € (ATK)

Figure 3: Operational semantics of the calculus (for a given term algebra A)

Semantics. We now define a labelled transition system describing
the execution of processes in an adversarial environment, mostly
adapted from [37], and simplified for our more rudimentary class of
security properties. The semantics builds upon an extended form of
process recording the multiset of subprocesses executed in parallel
P, the current adversary’s knowledge ® (as well as the subset K
the attacker is computing for input interference), the global state 6,
and the current time ¢.

Definition 3.4 (Extended process). An extended process is a tu-
ple A = (P, ®,K, 6,t), with £ a multiset of processes, ®, K, § mul-
tisets of terms, and t € R*. We interpret a plain process P as
{P}.2,2,2,0).

The operational semantics is then a transition relation A B
where A, B are extended processes and w is a (possibly-empty)
sequence of ground event terms Ev (i), including the potential
special event K(u) indicating that the adversary constructs the
term u with the intent to send it to the network. The semantics
is defined in Figure 3 and introduces two intermediary relations
— 4t (atomic semantics) and — q (sequential semantics) to account
for the presence of atomic composition in the framework. On the
one hand, — ,; handles a single instruction within an atomic block;
on the other hand, — .4 chains multiple — ,-steps until reaching a
skip or a parallel structure. Rule (L1FT) then defines the operational
semantics — by letting some time § > 0 pass, and then executing
one instance of — ;4 on a process P in a context of parallel processes
Q. Rules (ATk) and (DEDUCE) manage the adversarial interferences.

We now comment more technically on the rules of Figure 3. In
the communication rules (Out) and (IN), outputs build the adver-
sary’s knowledge @ (in combination with Rule (DEDUCE)), in turn

used to compute inputs. Note that, each time it needs to be used
in inputs, the knowledge of @ has to flow to K through Rule (ATK).
This subtlety is simply here to be consistent with the definition
of the K event of the Tamarin back-end, which is defined anal-
ogously. Rule (EVENT) triggers an event used to formalise secu-
rity properties, by highlighting it as a label of the transition. The
three rules (Push), (PuLL) and (UNFOUND) then formalise adding
to, removing from, or checking the global state 0, respectively.
Rule (NEW) generates a fresh private value, and (StamP) records
the current time. Rules (PAR) and (REPL) spawn parallel threads,
whereas (CHOICE) atomically branches to either of two processes.
Altogether, we get the following notion of execution:

Definition 3.5 (Trace). Let A be a term algebra, and Ay an ex-
tended process over A. An A-trace of Ay is a sequence T : A BN

RN A of transitions as defined in Figure 3 for A.

3.3 Verification Problem

We focus in this paper on trace properties, formalised in a first-order
logic that is largely standard in the field, albeit for the presence of
arithmetic statements.

Definition 3.6 (Formula). The grammar of formulae ¢ is as follows,
where u, v, i are terms, Ev is an event (or K), x € X,and t € XN

=0 Ev(ii) @t

The logic includes first-order quantification Vx over terms, or
numeric terms if x € XN. Also, u = v represents equality modulo
theory, and u > 0 checks that the numeric term u is positive. The
remaining connectives are omitted as they are definable as usual,
writing L as a trivially false equality, ¢ for ¢ = L, then¢ V ¢

pu= u=v Vx.@ u>0
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TlEau=o

iff u=go
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Tlau>0 iff thereexistsp € R such that u = p (interpreting arithmetic operators as real functions) and p > 0

T [=4 Ev(i)@t iff there exists £ € T@t such that £ =g Ev(u)

T |=4 Vx. ¢ iff for all well-typed substitutions o such that dom(o) = {x}, we have T |=4 ¢o

TrEae=Y iff TEag@orTay

Figure 4: Satisfiability relation for formulae (for a given term algebra A = (¥, E))

for = = ¢, ¢ Ay for ~(¢ = —¥), and Ix. ¢ for ~Vx. —~¢. The
formula Ev (i) @t states that an event occurs at time t. Note that,
since terms may contain arithmetic operations (+, —, . . .), the logic
can express that some event Ev;@#; occurs before Ev,@t; using a
formula t; < t; encoded as t, — t; > 0.

The satisfiability relation for formulae is then formalised in Fig-
ure 4, through judgements T |=5 ¢ with T and ¢ a trace and a
formula, respectively, over the term algebra A. Figure 4 uses in
particular the following notion of trace state T@t: it is, intuitively,
the set of event labels occurring at time ¢.

Definition 3.7 (Trace state). Let T : Ay ACRN A, be a trace,
writing A; = (P, ©;,K;, 0;, ;). If t > ty, the state of T at time t
is defined as T@t = {w;} if there is some (necessarily unique)
i € [1,n] such that t = t;, and T@t = @ otherwise.

Despite our logic’s minimality, standard features can easily be
encoded into this small core. We refer to [37] for details, but one
may mention assertions (assert ), that can be lifted to if-then-else
conditionals using either-or, let bindings let pattern = u in S, or
other logical operators 3x.¢@, A, V, = in formulae. The problem we
are interested in is then the following. A verification instance is

v=(AP0)

where A is a term algebra, and P and ¢ are a process and a formula,
respectively, over A.

Verif
Input: A verification instance v = (A, P, ¢).
Question: Does it hold that for all A-traces T of P, T |=4 ¢?

4 Refinement-Based Analysis

In this section, we detail our approach for the Verif problem, for-
malising the outline previously presented in Section 2.

4.1 Theoretical Interface with Existing Tools

We first present our theoretical framework and the lemmas justify-
ing its correctness. At this point, the presentation is not specific to
cryptographic protocols, and is back-end agnostic. It should thus
be seen as a declination of CEGAR adapted to our context, and the
technical justification of our approach’s correctness.

Verification Algorithm. We rely on the following components:

(1) Two sets V. and V, of so-called concrete and abstract instances,
respectively.

(2) To eachv € VWV, we associate a set [[o] called its semantics,
as well as its counterexample semantics [o]~ C [o].

In practice, concrete instances v, will be verification instances in
the sense of Section 3.3, while abstract ones v, will be the watered

down version sent to the back-end tool. Concrete and abstract
semantics will be the sets of traces of these instances, or only those
violating the security property ¢ in the case of the counterexample
semantics. For this reason, we often refer to the elements of [v] as
concrete or abstract traces, depending on the nature of the instance
v. Note also that our goal becomes, given v. € V., to prove that
[oc]” = @. We then operate with the following functions:

(3) An oracle O, mapping abstract instances v, € V, to
O(v,) € {accept} U {rejecty | T € [va]}-

(4) An abstraction a : V, — V,.

(5) A concretisation y,. : [a(o)]” — [oc] U {L} which is
parametrised by a concrete instance o..

(6) A refinement o7 : V, — V, which is parametrised by an
abstract trace T.

Intuitively, a simplifies a concrete instance v, so that a back-
end tool, represented by the oracle O, may verify a(v.). A call
to O(a(v.)) may then either return accept (successful proof), or
rejecty (attack trace T). Successful proofs will be transferable from
a(ve) to ve, but upon a rejecty, the abstract counterexample T €
[a(v.)]™ has to be checked for validity against the initial instance
[oc]. This is the role of the concretisation: y, (T) = L indicates
that T is not a valid concrete attack—in which case the refinement
or is used to exclude T from the analysis. The whole procedure is
formalised in Algorithm 1.

Algorithm 1 Verification procedure

Require: Oracle O, abstraction «, concretisation y, refinement p
1: procedure verify(v.)

2: cegar(ve, a(v.))

3: end procedure

4: procedure cegar(v., v,)

5 if O(v,) = rejecty then
6: if y, (T) # L then

7: return reject, (7,
8 else

9: return cegar(vc, o7(v,))
10: end if

11: else

12: return accept

13: end if

14: end procedure

In real implementations, O, @, y,_, or may be partial functions,
i.e., fail on some inputs and interrupt the whole Algorithm 1. This
may come from undecidability reasons, or to enforce requirements
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such as Propositions 4.1 to 4.3 below. Since the correctness of Al-
gorithm 1 (Theorem 4.4) is conditional to effective acceptance or
rejection, this does not affect the validity of our results.

Correctness of the Algorithm. The correctness of Algorithm 1
relies on the following properties. First of all, the oracle O should
yield accurate results on the abstract side.

PROPOSITION 4.1 (ORACLE CORRECTNESS). Ifuv, € Vj:

(1) Soundness: if O(v,) = accept then [v,]” = @.
(2) Completeness: if O(v,) = rejecty thenT € Ju,] ™.

This will be in practice a property of the back-end tool, and
therefore an assumption on our side. Next comes the dual relation
between the abstraction and the concretisation.

PROPOSITION 4.2 (ABSTRACTION CORRECTNESS). Ifv. € V:

(1) Soundness: for all T. € [o ]|, there exists T, € [x(vc)]™ such
that y, (T,) = T.

(2) Completeness: for all T, € [a(vc)]™, if yo.(Ta) # L then
Yo (Ta) € Hucﬂ_~

Soundness states that all concrete counterexamples have an ab-
stract counterpart, which justifies that successful abstract proofs
carry over to their corresponding concrete instance. Dually, com-
pleteness states that abstract attacks that pass the validity check are
also attacks in the concrete instance. The final requirement below
is then about the refinement, namely that it excludes invalid traces.

PROPOSITION 4.3 (REFINEMENT CORRECTNESS). Ifv. € Vi, v, €V,
with [v,]|” € [a(oc)] ™, and if T € [v,]” with yu (T) = L:
(1) Soundness: for all T, € [va] ™, if yo.(To) # L then T, €

[[QT(Ua)]]_'
(2) Completeness: [o1(v2)]” C [va] -

In simple terms, this states that refinements only remove non
concretisable counterexamples from the abstraction. In practice, it
typically removes T, itself, or a generalised set including T,. Auto-
mated tools for protocol analysis typically display an attack trace
T as a partial order on a set of actions: our implementation for ex-
ample makes o7 exclude all linearisations of the dependency graph
of T (Section 4.2). Combining all these properties, we obtain the
correctness of the overall verification pipeline.

THEOREM 4.4 (CORRECTNESS OF ALGORITHM 1). Let v, be a con-
crete instance and assume that Propositions 4.1 to 4.3 hold. Provided
verify (vc) terminates:

(1) Ifverify(v.) = accept then [o.]” = @.

(2) If verify(o.) = rejecty, then T, € [uc]".

Proor. If i € {1,2}, we write I;(v., @) the statement of Propo-
sition 4.2 Item i. Given an abstraction 5, we then call T' (v, ) the
conjunction of I} (v, ), Iz (v, f), and the statement [f(v.)]” <
[a(vc)] ™. We first prove the following property, referred to as (x):

Let o, f such that I'(vc, §). If O(B(vc)) = rejecty with

Vo.(T) = L, we have I'(oc, 07 © ).
Indeed, let v, §, T satisfying the assumptions of (x). By oracle’s
completeness (Proposition 4.1, Item 2), we have T € [a(v.)] " . By re-
finement’s completeness (Proposition 4.3, Item 2, with v, := f(vc)),
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we have [or o f(v.)]” € [a(vc)] ™. Then I (v, o7 © B) easily fol-
lows from I (v, f) and refinement’s soundness (Proposition 4.3,
Item 1, with v, := f(v.)), while I3 (v, o7 o ) follows from I (v, f).

We then deduce from (%) and a straightforward induction that,
in a computation of verify(v.) in Algorithm 1, for all recursive calls
made to cegar (v, v,), there is an abstraction f such that v, = f(v.)
and I'(v,, ). We then easily deduce Item i, i € {1, 2}, of the theorem
by oracle correctness (Proposition 4.1, Item i) and I; (v, f). m]

4.2 Implementation of the Interface

We now describe the effective construction of the previous theoret-
ical interface, reflecting our tool implementation. We first define:

Definition 4.5 (Numeric atoms, Unsupported atoms, Abstract satis-
fiability). Consider the atomic formulae that are either of the form
u = v, when either u or v has a numeric subterm, or of the form
u > 0; we call them the numeric atoms. In the rest of the paper, we
assume a fixed subset of numeric atoms that we call unsupported
atoms. We then define abstract satisfiability |=5

TH,e iff Tka¢

where ¢ is obtained by replacing all unsupported atoms in ¢ by
the trivial formula T (resp. the contradiction L) at negative (resp.
positive) polarity, namely, when the atom is under an odd (resp.
even) number of implication (=) left-hand sides.

Unsupported atoms are intuitively the quantitative features that
the back-end tool does not support. This typically includes arith-
metic constraints, by opposition to broadly-supported qualitative
features formalised with numeric terms such as ordering constraints
i < j. Keeping the notion of unsupported atom abstract helps keep-
ing the presentation simple, and also more general.

Definition 4.6 (Instances and semantics). A concrete instance v, €
V. is a verification instance in the sense of Section 3.3. An abstract
instance v, € V, is a concrete instance (A, P, ¢) where A and P have
no numeric variables, timestamps @¢, nor “when” instructions.

Given v = (A, P, ¢) a concrete or abstract instance, its seman-
tics [o] is defined as the set of A-traces of P (Definition 3.5). The
counterexample semantics are then defined as:

o™ ={T € o] I T Fa ¢} [oal” =A{T € [od] |T|7£K o).

Oracle. By design, oracles O are to be implemented by off-the-
shelf tools in regular protocol analysis such as [6, 10]. Such tools
often have a syntax for trace properties similar to Definition 3.6, and
provide the required oracle correctness (Proposition 4.1). We do not
make our presentation specific to the Tamarin back-end language,
by abstracting away the calculus-to-Tamarin translation conducted
by Sapic [27]. This can be seen as an internal machinery to manage
the interaction with the back-end tool, whose correctness directly
stems from the proofs of [27]. We will therefore proceed as if O
was supporting a non-quantitative variant of our language, i.e., the
abstract instance as defined above.

One point of contention is nonetheless atomic composition (::)
which, although conceptually simple, is not standard. Starting from
a specification language similar to ours, Sapic translates into the
languages of other tools to use them as back-end provers (histori-
cally, Tamarin, but several other tools are supported today [18]). In
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the case of Tamarin, conceptually speaking, two instructions iy; iz
of a process will be translated into two Tamarin rules

[Li]-[Ei]=[R] and [L:] —[Ez 1= [R:]

where Ly, Ry, Ly, Ry are defined in our framework as multisets of
terms, and Ey, E; as sets of events. Each rule [ L; | { E; | = [ R; ] can
be interpreted as a transition consuming the elements of L; from
a global execution state S, then adding the elements of R; to S in
exchange, and labelling the overall operation with the events of E;.
In particular, the atomic composition i; :: i, is easily encoded by:

[LiU(LoNR)]-[E1UE ]—=[(Ri N L) URy].

In practice however, a few features such as synchronous communi-
cations exhibit a translation involving more than one Tamarin rule
per branch of the instruction. Due to the incompatibility with the
above approach, we exclude them from our tool. This also requires
natural instruction orderings, such as inputs having to appear be-
fore outputs in atomic blocks, or unfound before pull before push.
We implemented the rest of the Sapic-to-Tamarin translation, with
the above straightforward support for atomic operations. For sim-
plicity, our prototype relies on the legacy translation of Sapic [27],
as its more recent developments [18] introduce optimisations mak-
ing the correctness of our support for atomicity less self-evident.

Note in particular that our presentation is backend-agnostic, in
that the construction of O may swap Tamarin out for any other
symbolic tool extended with atomic composition.

Abstraction. Our abstraction « intuitively substitutes numeric
terms x € R by plain, uninterpreted terms @erm (x). It also marks
every block of atomic instruction with an explicit position and a
timestamp, for the purpose of tracking back lost quantitative in-
formation. Each event Ev/n is notably replaced by an alternate
Eva/n + 1 taking the current time as an additional argument. This
is how we encode the use of formula timestamps as plaintext argu-
ments (as in, e.g., A@i = B(i)@j). Formally, given v. = (A, P, ¢)
with A = (F, E), we define a(v;) = (A',P’, ¢’), with A’ = (F',E’)

and:

F'=Fy {numeric/1} E = {(atterm (), tterm (0)) | (u,0) € E}

@' = Aform (¢) P’ = in(numeric(t,)) = &proc (P, & t¢)

where aterm, ®form and aproc (P, p, @) are defined in Figure 5, where
p is a position (i.e., a sequence of integers, ¢ referring to the empty
sequence), (tp), a family of fresh non-numeric variables indexed
by positions, and a is a sequence of variables. The construction
assumes, for each position p, an event State,, of suitable arity, and
an event Ev,/n + 1 for each event Ev/n appearing in P. When later
justifying the abstraction’s completeness (Proposition 4.2, Item 2),
we will however require an additional structural assumption on P:

Assumption 4.1 (Compartmentation). The process P is compart-
mented, namely, all its numeric subterms are either of the form
numeric(x) for some variable x, or occur inside a when condition.

This intuitively ensures that the process P only carries either
trivial, or “when”-guarded numeric information. This assumption
is however without loss of generality, as it suffices to replace P by
a;‘roc (P), which is the syntactic pre-processing defined similarly as
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in Section 2, by transforming each atomic block § of P into:

in(numeric(x;)) ... in(numeric(x,)):
when x; =u;y ... :whenx, =u, = f
where
(1) x1,...,x, € vars(f’) are fresh variables;

(2) replacing occurrences of numeric(x;) by u; in f’ yields f;

(3) the u; are all numeric terms;

(4) B’ does not contain numeric values apart from numeric vari-
ables or in when instructions.

Concretisation. Given a concrete instance v, = (A, P, ¢), let us
now define the concretisation function y,_ . The construction is how-
ever properly defined and correct only when o, satisfies additional
properties, that are therefore required by our implementation.

Assumption 4.2 (Type-homogeneity). The formula ¢ is type ho-
mogeneous, namely, in all of its unsupported atomsu =v oru > 0,
both u and v are numeric terms.

This assumption will ensure that the concretisability of an ab-
stract trace can be reduced to checking the validity of systems of
arithmetic constraints. Also, we impose a crucial, albeit standard,
restriction on quantified variables:

Assumption 4.3 (Guardedness). The abstraction ¢, = Qform (@)
is guarded, namely, it satisfies the following property. Let ¢y =
Vxi,...,Xn. @1 be a sub-formula of ¢,, with no quantifiers occur-
ring at the first position before @y in @,, nor at the first position in ¢;.
Then there exist p > 1 and formulae Y, ..., Y, such that

o= (AL ) =

where for all i € [1,n] such that x; € vars(¢,), there is j € [1, p]
such that y; = Ev(i) @t and x; € {4, t} or numeric(x;) € {u}.

This notion is largely standard when not accounting for numeric
features [6], and simply ensures that all valid instantiations of a
quantified variable Vx can be nailed down to a finite number per
trace. The above assumption lifts this notion to the quantitative
in the natural way, and imposes it on the abstract formula ¢, that
is sent to the back-end oracle. More formally, the consequence of
guardedness we need is the following.

LEMMA 4.7. Let T be a trace and ¢y be a formula that matches the
notations and hypotheses of Assumption 4.3.
Then there exists a finite set S of pairs (o, c) such that:

(1) o is a substitution of domain dom(c) C {x1,...,Xxn};
(2) c is a boolean formula over arithmetic constraints whose vari-
ables range over vars(c) C {x1,...,x,} N XN;

(B) T Fa o ifi T Fa Noeyes(c = ¢10).

This is a standard characterisation of guarded formulae in the
field, the arithmetic side conditions ¢ being the only addition ac-
counting for numeric values; we refer to the early presentation of
Tamarin’s theory [34, Section 8.2] for a reference proof.

Under these assumptions, we write a(v.) = (A,, Pa, ¢,) and con-
sider an abstract counterexample T, € [a(v.)] ", in order to define
the concretisation y, (T,) € o] U {L}. We express the concretis-
ability of T, as a collection of arithmetic constraints characterising
its executability in a straightforward way. Since the representation
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Gterm(n) =71 ifn € R, and with 7 € Ny \ R fresh
Qterm (t) = numeric(z) ift € XN, and with7 € X \ XN fresh
Germ(@) =a ifae (X UN)~ (XNUR)
erm (f(u1, .. ., tn)) = f(Qerm (41), - . ., Aterm (Un))
aproc(oyp) a) =0
proc(Po | Py, p, a) = State,(a) :: (P | P{) if P} = in(numeric(tp.;)) :: tproc (Pi, p - 1,0 - tp.;)
®proc(! P, p, a) = State, (a) :: ! in(numeric(ty.0)) : Aproc (P, p - 0,a - tp.0)

®proc(either Sy or Sy, p, a) = either aproc(S1,p - 0,a) or aproc (S, p - 1,a)
proc (skip ; P, p, a) = State, (a) :: skip ; in(numeric(t,.0)) = @proc (P, p - 0,a@ - tp.0)

Uproc (@1 2 S, P, @) = Aproc(S[t > numeric(ty)], p, a)
®proc(When ¢ :: S, p, @) = SMT (@term (€)) :: Aproc (S, p, @)
proc (in(u) =2 S, p, @) = in(Aterm (1)) = Aproc (S, pya - x1 -+ %) if vars(erm (1)) = {x1,..., %}
aproc(OUt(u) 28, p, a) = out(Qerm (1)) = Xproc (S.p,a)
®proc(new k :: S, p, a) = new k = atproc (S, p, a - k)
®proc (push u 2 S, p, a) = push erm (1) == Xproc (S, p, a)

Itsaka Rakotonirina, Javier Gomez-Martinez, Aoxuan Li, Pedro Moreno-Sanchez, & Clara Schneidewind

aproc(pu” u:S,p,a) = pull derm(u) = aproc(S,P, a-xi--xp) if vars(oterm (1)) = {x1,..., %5}
®proc(unfound u :: S, p, a) = unfound aierm () *: Aproc (S, p, a)
proc (EV(id) =2 S, p, @) = atrerm (Eva (i, numeric(tp))) :: @proc (S, p, a)

Aform (g = uy) = (g = ;) where @; = aerm (u;) if (4o = uy) is an unsupported atom, and @; = u; otherwise

Qform(u > 0) = (@ > 0) where @ = @erm (1) if (u > 0) is an unsupported atom, and @ = u otherwise

form (EV (i) @1) = Qtterm (EVa (@, Qterm (1)) @1
aform(K(u)@t) = K(aterm(u))@t
aform((p = ¢) = Oform ((P) = 6t-'form(lp)

orm (VE. @) = V1, . aform (@) if t € XN and ctrerm (¢) = numeric(F)

form (Vx ‘P) = VX. Qform ((P) ifx € X\ XN

Figure 5: Definitions of abstractions tierm, ®proc, @form

of traces may vary from one back-end tool to another, we introduce
a generic notion of dependency graph to capture most representa-
tions of T, tools may use. A node of such a graph is intuitively a
rule application of the operational semantics, namely:

Definition 4.8 (Node, ts). A node is an instance of one of the
rules of the semantics (Rules (LIFT), (DEDUCE), or (ATK), Figure 3),
stripped of the extended processes it relates. Namely, the node
records the choice of the rule together with the data instantiating
its premises (the selected process, the substitutions, fresh names
and consumed terms...). Given r € R}, we then write

AL

when & is applicable to A and yields A” at time r, i.e., when A RNyY
is the corresponding instance of Figure 3 and r is the timestamp
of A’. Each node is attached a numeric variable tsg, as follows. By
construction of a (Figure 5), ¢ may be an instance of Rule (LI1FT)
emitting one event State,, (i7;), and #; then contains the name ts;
that instantiated the variable t,, (notations of the definition of
®proc); in this case tsg = ts;. Otherwise, tsy is a fresh variable.

Definition 4.9 (Dependency graph, linearisation). A dependency
graph G(T,) of an abstract trace T, is a directed acyclic graph
with nodes in the sense of Definition 4.8, and subject to the re-
strictions below. A linearisation of G(T,) is an injection 7 : {tsy |
9 node of G(T,)} — RX such that tsyr < tsg 7 for all edges ¢ — &
of G(T,). We then require that G(T,) satisfies the following prop-
erties for all linearisations 7. Writing Jy, . .., J, the nodes of G(T,)

ordered by increasing value of tsy, 7, and Ay the first extended pro-
cess of the trace T,, there exists a valid (abstract) trace of the form

H In

Ao tsg, T Apees tsg, T An
for some extended processes Ay, . .., A,. By abuse of notation, this

trace, written G(T,)t, is also called a linearisation of G(T,). We
require that T, is a linearisation of G(T,).

This notion is purposely abstract so as not to commit to a specific
output format for the back-end counterexamples, should it be an
actual graph (as Tamarin provides) or a flat sequence.

The concretisation is then expressed over variables 7, € R},
one for each (numeric) term u. Intuitively, 7, is the real number
the placeholder u stands for: the time at which the corresponding
step is performed, or the numeric value the adversary provided.
Accordingly, given an abstract term or formula i, we write [¢/] for
the arithmetic expression obtained by replacing in  every subterm
numeric(u) by 7,, every name term(n),n € R, by n, and every
timepoint of T, by i, with & the node acting at that time.

Definition 4.10 (Trace constraints). The trace constraint of T, is
the formula T4 (T,) A Tyhen(T:) where:

Tord(Ta) = /\ Tisg < Ttsgr N
9—-9 3,89 distinct
edge of G(T,) nodes of G(Ty)

ATl
SMT(c¢)
occurs in Ty

Ttsg # Ttsy

Lwhen (Ta) =
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Note that T, is executable in the concrete instance iff the trace
constraints are satisfied, due to Assumption 4.1, which justifies
the abstraction’s completeness (Proposition 4.2, Item 2). The direct
implication follows from T, being a linearisation of G(T,), whose
timestamps therefore satisfy I,.4(T,), and the converse one from
the requirement of Definition 4.9. The abstraction’s soundness on
the other hand (i.e., the Item 1), follows from a straightforward
induction on the trace T.. In addition to it, we define the constraints
induced by the abstract formula ¢,. Intuitively, it collects back the
unsupported atoms that were ignored in the abstract instance due
to the partial predicate =5 .

Definition 4.11 (Formula constraints). With the above notations,
the formula constraint of T, against a subformula ¢ of ¢,, written
rform (Téb (P)’ is:

o If ¢ = (u = v) is not a numeric atom, Tfoym(Ta, @) = T if
Ta Ea ¢, and Tiorm (T, ) = L otherwise.

e If ¢ is a numeric atom, Ifom (To, @) = [@]-

o If ¢ = Ev, (i, numeric(v))@t, Tiorm (T, @) = (1o = Tis,) if
T, Ea ¢, writing § for the node of T, acting at time ¢, and
Torm (Ta, @) = L otherwise.

° If‘ﬂ = K(u)@t, Trorm (Ta, QD) =TifT, Fa @, and Tiorm (T, QD) =
L otherwise.

o Tiorm (T, @ = ¥) = Tiorm (Ta, ©) = Tiorm (T, ¥).

o Let gy = Vxy, ..., Xn. ¢ following the notations and hypothe-
ses of Assumption 4.3. If we let S the set given by Lemma 4.7:

1—‘form (Tas lﬂo) = /\ I-‘1"orm (Tm c= 9010')
(o,c)€S

Note that numeric atoms are systematically turned into arith-
metic constraints, including when they are supported: evaluating
such an atom on T, would be unsound, as Iq(T,) only requires
the concrete timestamps to follow the edges of G(T,), and not the
whole interleaving of T,.

Note that whenever required in the above cases, checking T, =4
¢ is either trivial, or can be encoded as a simple call to the oracle O.
The overall concretisation y, (T) is then defined as follows, writing

I'=Ton (Ta) A 1—‘when(Ta) A =Tform (Taa ‘Pa)

Since T is a boolean formula over arithmetic atoms by Assump-
tion 4.2, we talk about T being satisfiable in the usual sense: namely,
if there exists a substitution o such that I'c is a tautology.

(1) If T is unsatisfiable, we define y, (T,) = L.

(2) If T'o is a tautology, o induces a linearisation 7, : tsg +—
Tisy 0 of G(T3), by the disequations of Ty,4(T;). We then let
Yo (Ta) = T, with T; the trace of P applying the same rules
of the operational semantics as G(T,)7,, the terms & deduced
by Rule (DEDUCE) being replaced by [¢]o.

Refinement. With the same notations and y, (T,) = 1, we let ¢
be a bijection mapping all fresh names of T,, namely names(T,) \
names(P,), to fresh variables. We then define the following restric-
tion excluding all instances of T,o from the analysis, i.e., T, and
all variants substituting fresh names (which can be seen as term
placeholders in traces) by any other term. We write vars(T,0) =
{x1,...,x,} and State, (d;)@ti, i € [1,n], the set of State events ap-
pearing in T, 0, emitted by the respective nodes 9y, . .., 9, of G(T,),
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and where the t; are fresh variables. We also define:

n
Excl(Ty) = V(xi)ly, (t)1,. [\ State,, (@)@t = \/ > 1
i=1 99
in G(Ta)
where 3 ~» § when G(T,) has a path from ¢ to 3’ whose inter-
mediate nodes emit no State event, that is, the dependencies of T,
that its State events can express: the remaining nodes, typically
instances of Rules (DEDUCE) and (ATK), carry no State timestamp.
Observe that Excl(T,) is guarded in the sense of Assumption 4.3, the
x; occurring in no State event being unused, and that its ordering
atoms are expected to be supported, as they are by any back-end
providing temporal ordering: were they unsupported, =5 would
trivialise the restriction. We then simply define the refinement as:

o1, ((Aa, Pa, 9a)) = (Aq, Pa, Excl(T,) = ¢a) .

We implement this refinement using a Tamarin restriction, a feature
to restrict the analysis to the set of traces satisfying, here, Excl(T}).
The refinement’s correctness (Proposition 4.3) then follows from
the fact that the State events of a trace determine its Iy pen and Trorm
constraints, so that a trace matching them while respecting ~» has
an unsatisfiable trace constraint as well.

5 Experiments

In this section, we evaluate our implementation on concrete proto-
cols involving quantitative components. In addition to the minimal
theoretical core presented in this paper, the tool also implements a
large range of other features (e.g., assertions, axioms, pattern match-
ing, and records) to facilitate the specification of large models. We
recall that the tool and experimental evaluation are available at

https://gitlab.com/irakoton/tidy-automation

The results are summarised in Figure 6 and detailed in this section.

Protocol Status  #refin.
Motivating example (Section 2) /o<1s 1
String sampling (with time commitments) v 2s 1
Sealed-bid auction v/ 2s 2
Multi-round beacon  round /o2 3
2 rounds v/ 30s 11
Unicorn 1 honest /o<1s 2
1 honest + 1 dishonest v/ 65 6
1 round /o<1s 1
Fair signing 2 rounds v/ 5s 4
3 rounds v/ 1m17s 15
initiator, V1 f1m1ls 0
UTXO swap initiator, V2 /3m10s 0
initiator, V3 ©
v proved ¢ valid attack © timeout (> 20 min)

Figure 6: Summary of the experimental results (end-to-end
runtime). The last column counts invalid attacks.


https://gitlab.com/irakoton/tidy-automation
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5.1 Protocols Based on Timed Cryptography

As first case studies, we verified examples of protocols based on
timed cryptography. Primitives from timed cryptography provide
guarantees concerning their execution time, in the same vein as
the VDF of Section 2. Besides VDF, we include here examples built
from time commitments [12] and verifiable timed signatures [41].

Protocols building on some of these primitives have previously
been studied in the symbolic model [5], with an approach similar in
spirit to ours. However, in our terminology, all of their CEGAR steps
except the oracle call were performed manually as a form of general
methodology rather than a fully automated pipeline. As such, the
models we verify with our tool can be significantly more complex
and less error prone. A failure to encode a fair-contract signing
example that we verify is for instance reported in [5]. This specific
protocol indeed involves an inherently quantitative security notion
making it tedious to approximate by hand properly: two distrustful
participants keep exchanging successive locked signatures, dividing
by 2 the forcing cost at each round. Although one party may abort
mid-round, the fairness claim is that the other party is only worse off
by at most a factor of 2 in terms of computation effort. We also verify
Unicorn [28] which can be seen as the more complex, multi-party
generalisation of the simplified motivating example of Section 2, as
well as other classical protocols from the literature [11, 12].

5.2 Atomic Swap

As a more complex case study, we analysed the atomic swap of
assets across blockchains, as proposed in [40]. For the purpose of
scalability, we focused in our experiments on a lighter model with
1-to-1 transactions and a single blockchain, but will describe the
general version of the protocol here for clarity.

Two parties A (initiator) and B (responder), who own assets on
two different blockchains, wish to exchange them without trusting
each other nor a third party. The security property of interest is
fairness, namely that either both parties receive the other’s asset, or
neither of them does. This protocol is claimed to be secure by means
of a cryptographic analysis in the UC framework, a computational
model of cryptography [16]. While this fact is sometimes lightly
challenged for a malicious A, e.g., a recent work [36] claiming a
fairness violation where A can end up with both assets, scenarios
involving a dishonest B are rarer, to the best of our knowledge. As
such, the protocol is still widely believed to be secure against a
malicious B. This motivated our analysis of this side of the protocol,
which reported two genuine attack vectors on a model derived
from the description of [40]. We discuss their implications in the
rest of this section, but mention now that they rather come from
occasional underspecification of a phase in the protocol description,
than from a fundamental flaw in its theoretical design.

Blockchain Model. Part of the complexity of atomic swap pro-
tocols is directly inherited from the underlying blockchain model,
which requires reflecting functional properties of the ledger con-
sensus among mutually suspicious parties. We modelled here a
UTXO blockchain, i.e., assets that can be seen as discrete nodes
moving in ownership accordingly to the payload of transactions
published in a shared global state. Transactions may include here
timelocks, which is a numeric value indicating a minimum absolute
time before which the enclosing transaction will never be finalised.
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To outline the blockchain model, we include two main events
Submit(#x) and Publish(tx), respectively sending and finalising a
transaction on the network. Their structural properties are then
enforced by some process mechanisms or axioms, and read as:

(1) Published transactions have a unique identifier (hash) in the
ledger and are well signed.

(2) A publication at time ¢ with timelock s is so that ¢ > s.

(3) Two published transactions cannot spend the same input.

(4) Liveness: for any submission at time ¢ attempting to spend
an asset x, there is a published transaction in the interval
[0, + A] spending x—in practice either the submission in
question, a racing transaction, or an earlier one.

Here, A is an abstract parameter representing a conservative
upper bound of the blockchain publication time. The correct setup
of timelocks from the value of A can be a key to this protocol
(in)security, hence the appeal of quantitative tools.

Atomic Swap Overview. We next overview the general workings
of atomic swaps. Consider two parties, A and B, that respectively
own in chainy and coing in chaing. We still highlight that
our own model file is written in a single-chain setting to simplify
the protocol’s flow, as a first scalability test for our prototype.

The protocol proceeds as follows: In a locking phase, A and B
lock their coins into vaults from where they can either be refunded
to their owner, or transferred to the other party, upon submission
of well-defined transactions. To achieve fairness, the validity of
the two claim transactions and ctx 4 are conditioned on the
knowledge of a cryptographic secret x, which is initially known
by the initiator A. If party A wants to publish ctx, during the
execution phase to claim the coins from vaultp,, they are also
cryptographically bound to release the secret x, which can then be
used by B to validate

If performed correctly, an atomic swap should broadly enforce a
protocol execution in epochs as illustrated in Figure 7, namely:

(e0) A publishes in chainy, locking into vault 5.

(e1) B publishes ltxp in chaing, locking coing into vaultg,.

(e2) A publishes ctx, in chaing. A obtains coing in chaing and
reveals secret x to B.

(e3) If secret x has been revealed, B publishes in chaing,
effectively obtaining in chainy. Alternatively, B can
publish refund transaction rtxp in chaing to refund coing
from vaultg,.

(e4) If ctx 4 didn’t happen, A publishes refund transaction
in chaing.

An aspect which is sometimes omitted from such descriptions
of the atomic swap protocol is its setup phase, where the protocol
parties exchange the protocol transactions and provide each other
with authorisations for these transactions. This exchange is required
because transactions that spend funds from vaults (such as the claim
and refund transactions) need to be authorised by the owners of
the vault. Since the ownership for vault,z and vaultg, is shared
between A and B, both parties need to provide authorisations for
the claim and refund transactions during setup.

More concretely, the setup protocol is executed in turns as fol-
lows:
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Figure 7: Atomic swap overview: claim (highlighted) and
refund (in gray) transactions

A sends vault,p to B specifying the vault where A plans to
lock during the posterior execution phase.

e B sends vaultp, to A specifying the vault where B plans to
lock coing.

A sends (ctxy, ) to B, effectively asking for B’s authori-
sation on these transactions.

B sends ( ,rtxp) to A for their authorisation.

A sends the authorisations for and rtxpg to B. At this
point, B can locally add their own authorisation for both
transactions. Thus, both transactions are ready to be used
by B once vault,p and vaultp, are funded.

e B sends the authorisations for c¢tx and to A, who can
then similarly append their own authorisations to these two
transactions.

Note that during the setup phase, no coin is locked yet in any
of the vaults. Honest A (B, respectively) should ensure to only
lock funds into vaultp (vaultp,) provided that the setup was
successful, and they obtained authorisations to publish ctx,4 and

( and rtxp). Interestingly, it turns out that when the users
miss subtle consistency checks before providing authorisation, the
fairness of the whole protocol can be undermined. The two attack
vectors reported by our tool are typical cases where A could be
attacked in a scenario where they omit some checks on transactions.
What makes these attack vectors particularly surprising is that they
affect the user A, who, as the swap initiator holding the secret x at
the start of the session, otherwise enjoys a privileged role in the
protocol execution.

Recipient-mismatch attack. In the first attack, summarised in Fig-
ure 8, an honest user A gets tricked into initiating the swap without
holding sufficient authorisation to execute the ctx, transaction. A
dishonest B, during setup, provides A with an inconsistent lock
transaction ltxp : coing — vaultgp, which, instead of locking the
coins into the jointly controlled vault vaultp,, locks those coins
into a vault vaultgg controlled solely by B. Without an explicit
check from A (which our initial protocol model did not have), A
will unknowingly establish an invalid authorisation for ctx4 to
spend coins from vaultgg (which would require two authorisations
by B). When A then attempts to submit ctx4, the dishonest B learns
the secret x that permits B to publish in epoch e;. As shown
in Figure 6 (case initiator, V1), our tool automatically discovers
this attack and validates that it breaks the atomicity of the swap
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Figure 8: Recipient-mismatch attack

consistently with the quantitative constraints followed by A and
by the blockchain.

The natural mitigation is for A to ensure during the setup phase
that the recipient of Itxp is a vault jointly controlled by A and B.
We implemented this mitigation in our model of atomic swap, and
after that, our tool reported the attack vector described below.

Vault-confusion attack. Even if A verifies that the recipient of
Itxp is a vault jointly controlled by A and B, B can still fool A
into accepting a maliciously crafted setup. The idea is that during
the setup phase, after receiving — vault,p from A,
malicious B provides A with Itxp := (i.e., ltxp being exactly
the same as ). Intuitively, B is claiming that vaultz, = vault .
In this case, ltxp locks B into an account that is jointly owned by A
and B. Consequently, parties A and B, during setup, will continue
exchanging authorisations on rtxg, which, however, now spends
the funds of vault .

Such a poisoned setup allows the dishonest B to break the atom-
icity of the swap as follows. After A publishes in epoch ey, B
does not publish ltxp in epoch e;. Note that at this point, A cannot
submit before epoch e; expires. Hence, as soon as epoch e3
is reached, B publishes (the correctly authorised) rtxp, spending
the funds from A. To mitigate this attack, A would need to ensure
during the setup phase that vault,z # vaultp,.

Unlike the recipient-mismatch attack, we, however, believe this
concrete scenario to be an artifact of our model. Due to scalability
constraints, we actually modelled a lighter atomic swap protocol
operating on a single blockchain. In practice, this attack may not
be possible in a setting where users perform a swap across differ-
ent chains since the vault representations may not be compatible
between chains, naturally preventing vault,z = vaults,. We still
believe that the described attack can be mounted when A takes
part in two parallel cross-chain swaps with B. Then B can present
vault,p” from its second session with A as vaultg, in its first ses-
sion. In this case, vault,z” = vaultz, would be possible since the
chains of vault,s” and vaults,, may have compatible representa-
tions (or even coincide). We acknowledge that either confirming
or ruling out the feasibility of this attack in a multi-session set-
ting requires non-trivial reasoning that our tool is not yet able to
perform.

6 Related Work

Symbolic Approaches. Formal methods for the security of sys-
tems have been popular for quite some time. Even when sticking
to the symbolic setting, tools like ProVerif [10], Tamarin [6] or
Sapic [18] have become mature enough to verify industry-scale
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protocols such as TLS 1.3 [8, 21], EMV [7], or even OPC UA [23].
There has also been work on playing beyond the limits of symbolic
analysers, while retaining their characteristic automatability. One
common example is the use of symbolic tools to verify distance-
bounding protocols [14]. The goal of such protocols is to ensure
that some agents have some physical proximity, such as in contact-
less payments or for remote keys in automotive contexts. Symbolic
approaches would typically extend existing models with notions of
topology to be able to express physical proximity, and either reduce
the verification problem to the standard setting, or simply extend
the internal decision procedure of tools [22, 33].

Beyond Classical Models. Another common approach to retain
some advantages of the symbolic model while mitigating its natural
limitations is, intuitively, to over-specify the adversarial capabilities,
to then refine it in case unrealistic attacks are exhibited. One typical
example is [26], modelling signature schemes more permissively to
capture real, subtle signature behaviours through an interaction of
so-called falsification and verification models. Our approach of the
quantitative features of protocols follows similar ideas, in that we
over-approximate the protocol’s behaviour by erasing such features,
and use an automated refinement process to exclude invalid attacks.

In terms of theoretical framework, symbolic models including
time components are relatively sparsely studied outside of the spe-
cific, unrelated case of distance-bounding protocols. Some early
attempts include for example [29] that supports the verification of
a very limited notion of security for real-time protocols, or more
recently, the Tidy logics [5, 37]. The latter defines a more compre-
hensive extension of a classical symbolic framework (the applied-pi
calculus) with real time, and a large class of security properties
(hyperproperties). Despite proving some theoretical decidability
results, we are not aware of tools based on similar ideas or models.
For example, [5] only provides a CEGAR-like loop which, although
similar in spirit to ours, is conducted informally and by hand, as
opposed to our full formalisation and implementation. Meanwhile,
[37] proves theoretical decidability results without implementation.

Similar Work. Because quantitative applications such as proto-
cols based on timed cryptography have only recently emerged,
they still lack in-depth academic scrutiny in standard formal mod-
els such as the symbolic framework. One may still mention work
like [15] which models a public ledger in the Tamarin tool. Time is
abstracted away using events, i.e., abstract, meta protocol actions
representing the passage of time. Such approaches however fall
short for the applications we consider, in that we consider intricate,
sometimes nested quantitative conditions whose impact on the pro-
tocol flow is quite involved to characterise by hand. Other analyses
have also arisen recently, e.g., [17], focusing on formalising emerg-
ing applications such as blockchain rollups. Despite relying less on
logic in their framework, their formalisation shares a lot of conven-
tions with symbolic models, in particular in the description of the
network, adversarial capabilities, and cryptographic assumptions.

7 Conclusion

We presented a CEGAR framework for interfacing general-purpose
security-protocol analysers as backends to support quantitative
notions. We typically focused in our contributions on arithmetic
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conditions solved by an external SMT solver, allowing us to auto-
mate the analysis of many applications involving, e.g., time cryp-
tography or time-lock-based security designs. Due to the generality
of the approach, we expect that the same pipeline could be used to
verify other similar feature extensions of the applied pi calculus,
and be a systematic way to integrate external solvers to existing
tools soundly. Even when sticking to similar applications as the
ones in this paper, a large range of protocols reliant on quantitative
grounds remain to be explored. We may cite for example payment
channels [2], virtual channels [3], coin mixing services [25], the
BitVM family [31], and trustless bridges between L2s [35, 39].

Limitations and Future Work

Despite its conceptual simplicity, our CEGAR loop has proved its
usefulness at tackling quantitative security by benefiting from off-
the-shelf tools. However, our approach is not without limitations.

Experiments showed that we are often, as suggested by Figure 6,
practically limited to a bounded number of sessions. This setting has
its interest for an attack-search tool, in that most real attacks rarely
exceed a few sessions anyway. Still, it makes the whole approach
unfit to effectively prove unbounded quantitative properties. The
reason is that we roughly exclude attacks one by one, which tends to
generate an infinite number of false alarms for unbounded sessions.
In the bounded setting (which, we recall, does not imply a finite
number of adversarial executions), the number of invalid attacks is
more likely to be finite. Even then however, their number tends to
artificially explode as the number of sessions grows, e.g., exhibiting
clusters of invalid attacks that only differed one from another in
minor aspects. A counterexample-generalisation step during the
refinement would likely bring significant improvements.

More generally, industrial-scale applications remain challenging.
Typically, the full atomic swap (multi sessions, cross-chain, multi-
10 transactions) is still out of reach. This prevented us for example
from validating or invalidating the attacks and mitigations recently
presented in [36]. This is likely a case where black-box reliance,
despite its advantages, weighs heavily on the back-end due to the
size of the translated model and its unusual patterns. A native (fork
of a symbolic) analyser could be another research direction.
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We release an artifact including our tool implementation, models of
the protocols analysed in the paper, and the scripts to run the exper-
iments. Available at https://gitlab.com/irakoton/tidy-automation.

B Ethical Considerations

We develop an analyser for cryptographic protocols achieving se-
curity built on time delays. Our tool verifies the fairness of a set of
protocols relying on timed cryptography including, e.g., verifiable
delay functions or sealed-bid auctions. This benefits the research
community by verifying that these protocols achieve fairness.

We also analyse an atomic swap [40], unveiling two attacks on
its setup phase. The primarily affected stakeholders are the authors
of [40] and future implementers of this protocol. As the proto-
col in [40] is a theoretical design and we found no evidence of
real-world implementations of it, we do not see immediate risk to
end-user funds at existing blockchains. In accordance with respon-
sible disclosure practices, we notified the authors of [40] about our
findings to allow for the refinement of their design.

While, similar to other existing tools like Tamarin or ProVerif, the
tool developed in this work could theoretically be used to identify
vulnerabilities in other timed-cryptographic protocols, we believe
the benefit to the research community (i.e., enabling the design
of provably secure protocols) outweighs the risk of misuse of the
tool. By automating the verification of security properties, our tool
empowers designers to fix flaws before deployment.
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